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What Is the Grid?

A Grid computer is a hardware and software system 
that integrates a collection of distributed system 
components (e.g., computer systems, storage, etc.) 
making them appear to the user as a single, large 
"virtualized" computing system. The basic "single 
system" concept may be applied to the construction 
of centralized "cluster" computers (multiprocessor 
systems consisting of colocated computers and storage)
or a networked grid of geographically dispersed 
computers, instrumentation, or other resources.

With Grid computing, computer systems and other
resources aren’t necessarily constrained to be dedicated
to individual users or applications, but can be made
available for dynamic pooling or sharing to meet the
changing needs of the organization. By using the
Internet, grid-based resource sharing and collaborative
problem solving can be extended to multi-institutional
"virtual organizations."

The name "Grid computing" was chosen because the
concept is analogous to the electrical power grid, which
satisfies customer demand for power by transparently
drawing on a distributed grid of power-generating
resources shared by all users.

Benefits of the Grid

Because it is evolving as a very flexible, perhaps even
all-encompassing, distributed system technology, Grid
computing offers a number of potential uses and benefits
that can be broadly categorized in the following way:

High Performance Computing (HPC): For applica-
tions that lend themselves to parallel computing, the
Grid offers the possibility of executing computationally-
intensive applications on networked computer arrays
consisting of numerous commodity or specialized 
systems. Computational Grids can offer significant
advantages in both price/performance and in maximum
performance over more conventional types of super-
computers. As a result, the Grid makes HPC accessible
to more enterprises, accelerates the availability of results
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of computationally intense analysis needed for product
research and development, and allows scientists to solve
"grand challenge" problems that were too large for 
conventional supercomputers.

In its current stage of evolution, most applications of the
Grid fall into the HPC classification. This is due to the
fact that Grid computing arose out of the need for more
cost-effective HPC solutions to address critical problems
in science and engineering. The initial adoption of the
Grid by commercial enterprises has continued to focus
on HPC because of the high return on investment and
competitive advantage realized by solving compute-
intensive problems that were previously insolvable in a
reasonable period of time or cost. The HPC Grid has
successfully addressed a wide range of computational
problems in the following fields:

• Climate/weather/ocean modeling and simulation
• Computational chemistry and materials science
• Environmental quality modeling and simulation
• Military forces modeling and simulation
• Internet search engines
• Pharmaceutical research
• Simulation and verification of electronic and 

mechanical design
• Seismic processing and interpretation
• Signal/image processing
• Modeling of financial portfolios and markets

Data Federation and Collaboration: The Grid also
allows a federated approach to data integration where
data from different sources (relational databases, files, or
application data) can be consolidated in a single data
service that hides the complexities of data location, 
local ownership, and infrastructure from the consuming
application. With data federation, the data remains in
place at its source, with no disruption of local users,
applications, or data management policies. Integration 
of data from multiple sources and locations facilitates a
wide range of integrated applications, including corpo-
rate performance dashboards, marketing analysis tools,
customer service applications, and data mining applica-
tions. Because the data resource is accessed as a service
on the network, minimal modifications of existing data-
publishing or data-consuming applications is required.
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Resource Allocation and Optimization: Most desktop
systems and servers are idle more than 80% of the time
because computers have traditionally been rigidly 
dedicated to certain sets of users and applications. Grid
computing provides a virtualization framework that
allows flexible sharing of computing and storage to
improve resource utilization. In the simplest example, a
batch job can be transparently allocated to an idle server
in the pool of resources. Alternatively, both the applica-
tion and the job could be transferred to an idle server. In
addition, if virtual machine software is installed, a single
physical server can even be configured on the fly to run
different operating systems and applications. In a similar
way, idle storage capacity of Network Attached Storage,
or SANs, could be utilized for data storage. The primary
benefit of resource optimization through virtualization 
is that it reclaims much of the stranded capacity of the
computing infrastructure and therefore reduces the level
of capital investment required to support a given level of
IT functionality. Another aspect of resource optimization
is that it generally does not require modification of 
existing applications.

While all three categories of Grid application rely on
good network performance for interconnecting the 
distributed system components, HPC makes the greatest
demands on the network by far. This is due to the fact
that a Grid version of an HPC application may involve
intense interprocess communications that are highly 
sensitive to the bandwidth and latency characteristics 
of the network. For these reasons, the remainder of this
document will focus primarily on the characteristics of
computational Grids for HPC.

Anatomy of the Grid

A simplified basic architecture of a Grid is shown in
Figure 1 with Grid middleware providing the location
transparency that allows the applications to run over a
virtualized layer of networked resources. The key aspect
of middleware is that it gives the Grid the semblance of
a single computer system, providing the coordination
among all the computing resources that comprise the
Grid. These functions usually include tools for handling
resource discovery and monitoring, resource allocation
and management, security, performance monitoring, 
and accounting.

Commercial Grid middleware is available from a number
of system vendors and Independent Software Vendors

(ISVs). While most of this software is proprietary, there is
also a wide variety of open source middleware available.
A notable example of open source Grid middleware is
the Globus Toolkit that has arisen from the development
of successful HPC Grids by the research community.
Now the Global Grid Forum (GGF) — www.ggf.org — 
is using Globus as a basis for developing industry 
standards to promote interoperability between Grids. Most
of the system vendors and ISVs support the efforts of the
GGF with the intention of eventually offering proprietary
middleware that conforms to industry standards.

The GGF has developed the Open Grid Services
Architecture (OGSA), which essentially recasts the 
Grid in terms of a standards-based Service Oriented
Architecture (SOA) where a Grid service is simply a 
special type of Web service. Like other Web services, an
OGSA Grid service can then be defined using a version
of the standard Web Services Definition Language terms
(WSDL). The advantage of migrating the Grid to a web
service model is that it provides an extensible framework
for accessing Grid resources using existing standards like
SOAP, XML, and WS-Security. OGSA’s open source
implementation, Globus Toolkit 3.0, extends the key
concepts of the Globus Toolkit 2.0, continuing to support
existing Globus APIs as well as WSDL interfaces.

TCP/IP and the other IETF standards enabled interoperable
communications among heterogeneous systems in the
Internet and enterprise networks. In a similar way, the
GGF’s OGSA is intended to spawn the standards that
will enable interoperable Grid computing among 
heterogeneous systems distributed throughout the
Internet. The Open Grid Services Infrastructure (OGSI)
defines the mechanisms for creating, managing, and
exchanging information among Grid services based on 
a variety of middleware implementations.

Figure 1. Grid computing architecture
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In addition to the GGF, the Enterprise Grid Alliance
(EGA) — www.gridalliance.org — is a new vendors’ 
and end user consortium that is focused on developing
Enterprise Grid solutions. The EGA's charter is to focus
on business applications of the Grid rather than techni-
cal or scientific supercomputing applications. In particu-
lar, EGA is interested in static grids located within the 
confines of the enterprise data center, and wants to build
as much as possible on the existing infrastructure of
applications, servers, SANs, and networks. The EGA is
specifically concentrating on the data center rather than
on the much broader problems of Internet scale Grids 
or the extended virtual organization. The EGA intends 
to take a pragmatic approach by adopting existing 
standards wherever possible and promoting the creation
of open, interoperable solutions that can emerge within
the next one to two years.

By comparison, proprietary Grid software is primarily
focused on the needs of the individual enterprise where
multi-vendor interoperability, system heterogeneity, and
Internet scalability are somewhat less of an issue in the
current stage of Grid evolution. Therefore, it is reasonable
to expect that over the next few years, Grid middleware
will evolve in three parallel and overlapping paths:

• Standards-compliant open source
• Non-standard open source
• Proprietary, including some vendor-supported open 

source or OGSI-compliant tools

In spite of the differences in motivation and goals, all
types of Grid middleware need to address a common set
of basic functions that support the Grid paradigm.

Discovery and Monitoring: Systems on a Grid must 
be capable of discovering what resources or services 
are available and then be able to monitor their status.
Once resources are identified, it is necessary to be able
to access system configuration and status information 
in order to define the Grid’s topology for the job in 
question. Grid discovery and monitoring services are 
frequently based on existing tools, such as LDAP, DNS,
network management protocols, and indexing services.

Resource Allocation and Management: Resource
management software dynamically matches application
requirements to the available computing resources in the
discovered Grid topology and creates the remote jobs as
required. During execution, the software schedules the
jobs and monitors progress to ensure optimum load 

balancing and resource utilization. Data from the resource
management system can also be made available for 
purposes of accounting, billing, and reporting.

Security: Security in a Grid can be a critical issue
because the resources being shared may include sensitive
information that could divulge trade secrets or other
intellectual property. Therefore, it may be necessary to
secure communications, authenticate user identities, and
restrict user activities based on authorization policies.
Because the Grid may consist of numerous resources, 
a single sign-on capability is usually required. Existing
software security standards like Kerberos, SSL/TLS, 
and X.509 certificates are available to implement 
this functionality.

Message Passing System: A Grid needs to support
efficient communication between processes running on
different computer systems. Compute-intensive applica-
tions originally developed for parallel supercomputers
frequently use a message-passing model for Interprocess
Communication (IPC). The two most prominent message
passing systems are the Message Passing Interface (MPI)
or the Parallel Virtual Machine (PVM) programming 
models. Programming tools can allow these parallel
applications to be adapted to the Grid. For example,
MPICH-G is a Grid-enabled version of MPI that supports
the migration of MPI programs from parallel super-com-
puters a Grid based on Globus services. Grid-enabled
message passing systems are also expected to be widely
used in the development of new compute-intensive
applications designed specifically for the Grid.

Clusters vs. Grids

There is a considerable amount of debate as to whether
a local computational cluster of computers should be
classified as a Grid. There is no doubt that clusters are
conceptually quite similar to Grids. Most importantly,
they are both dependent on middleware to provide the
virtualization needed to make a multiplicity of networked
computer systems appear to the user as a single system.
Therefore, the middleware for clusters and Grids 
address the same basic issues, including message 
passing for parallel applications. As a result, the high-
level architecture of a cluster is essentially the same as
that of the Grid as shown in Figure 1.

In spite of these similarities, there are a number of
important differences between clusters and Grids:



• Clusters are generally localized within a room or 
building, where Grids may be dispersed over a local, 
metropolitan, or wide area network

• Clusters have a single administration, whereas Grids 
can potentially span administrative boundaries

• Clusters are primarily focused only on compute-
intensive problems and HPC. Grids deal with a more 
general set of problems in distributing computing and 
resource sharing

• Clusters are typically homogeneous, based on a single 
type of processor and operating system. Grids can 
distribute workloads among a multitude of machine 
types and operating systems

• Clusters are static in nature, with a fixed set of 
processors and resources. Grids are dynamic in nature 
with resources that change based on the nature of the 
problem and the availability of resources

While the differences are quite significant, it is still 
possible to view the computational cluster as a very 
special case within the broader general class of Grid
computing. However, the specialized nature of the 
cluster does allow a number of simplifications of the
middleware layer.

Due to its homogeneity and static nature, the cluster can
readily present a more transparent Single System Image
(SSI) to the user. For example, the cluster SSI can provide
a single namespace for the cluster resources, including
file systems, devices, processes, networking, and IPC
objects. The SSI functionality essentially combines the
Grid functions of resource discovery/monitoring and
resource allocation/management described previously.
SSI middleware can also provide fault tolerant services,
such as checkpointing, automatic fail-over, and recovery
from failure among all nodes of the cluster. The SSI of
the cluster, in combination with its localized, closed
nature, greatly simplifies security issues. Due to the 
specialized nature of the cluster SSI, there is relatively
little overlap between the specific middleware
tools/components used for clusters vs. Grids.

SSI also allows the cluster to participate as a single 
system in a larger Grid network. In fact, one vision for
the future of HPC computing is as a Grid of specialized
clusters interconnected by a high performance LAN,
Metro, or Wide Area Network. Grids of clusters can 
provide the right balance between the inherent flexibility
and scalability of rather loosely coupled Grids and the
performance advantages of tightly coupled clusters.
Grid-enabling the cluster implies some degree of 
integration of cluster and Grid middleware on at least
some of the cluster nodes.

Deploying Clusters/Grids

Deploying clusters or Grids involves a systematic
approach that starts with an analysis of the applications
being migrated to the cluster/Grid and the interdepen-
dencies between the various components of the 
cluster/Grid system as depicted in the architectural 
diagram of Figure 1.

Applications
The first step in deploying cluster/Grid computing is 
to identify the applications that can benefit from these
distributed computing paradigms. For computational
Grids, the obvious candidates will be those applications
that can be executed in parallel on multiple processors.
Parallel applications may be categorized in the 
following way:

Embarrassingly Parallel Computations (EPC) can 
be immediately divided into independent parts, which
may be allocated to multiple processors for simultaneous
execution. Once the work has been allocated, no 
communication is required between the processors, so 
a speedup of n is possible, given n processors. Often 
the problem can be divided into many more parts than
there are processors available, so the maximum speedup
possible via parallel implementation is only constrained
by the number of processors. Examples of EPC applica-
tions include testing large integers to determine whether
they are prime numbers, and various Monte Carlo 
simulations.

Parametric and Data Parallel Computations are 
similar to EPCs, with each processor working on an 
independent subset of the data or a separate set of 
parameters. These are also referred to as Nearly
Embarrassingly Parallel Computations (NEPC). NEPC
requires results to be initially distributed among 
independent computers and then later gathered by a 
single process, with some post processing generally
required. Examples of such applications are provided 
by Internet search engines and low level digital image
rendering.

Loosely Coupled Synchronous Parallel
Computations require interprocess communication
between a small subset of the processors before the
computation can be completed. Tightly Coupled
Synchronous Parallel Computations require communica-
tion between all of the processors (global synchronization)
before the computation can be completed. Synchronous
applications can be further characterized in the 
following terms:
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• Degree of application parallelism
• Number of processors
• Types of processor (speed, memory size, etc.)
• Operating systems
• IPC mechanism (MPI, PVM, etc.)
• Storage architecture and storage interconnection 

characteristics
• Processor interconnect bandwidth, latency, and 

CPU utilization

Because of the complexity of the interactions among
these factors, it is generally advisable to benchmark the
application or a critical piece of the application on 
various configurations of the platforms, processors, and
architectures under consideration. Many system vendors
have engineering labs dedicated to benchmarking 
customer applications and also provide consulting 
services relative to cluster/Grid deployments. Vendors 
of parallel applications should also be able to provide
some guidance on performance in various computational
environments.

Another possibility is to use a simulation tool that can
predict application performance based on the dynamic
behavior of a particular cluster/Grid configuration. Using
the tool, designers can examine the performance trade-
offs among the factors listed above.

Once the cluster vs. Grid decision has been made, the
middleware can be selected. Obviously, the middleware
choice is interdependent with other aspects of the 
system, including processor type, operating systems, 
and interconnect technology. Therefore, comparison of
alternative sources of middleware may involve a second,
more detailed round of analysis and benchmarking.

As noted earlier, both cluster middleware and Grid 
middleware are available from a variety of system 
vendors and ISVs. System vendors are generally middle-
ware agnostic, offering pre-integrated platforms based on
their own middleware or middleware from a number of
partner ISVs. The commercial enterprises that have been
the early adopters of clusters and Grids have generally
opted for middleware solutions from these commercial
sources.

An alternative approach is to assemble the middleware
from open source code that is available on the Internet.
This is a viable option for research organizations and
those commercial organizations whose IT staffs have
considerable expertise in the design and integration of
distributed computing systems.

• degree to which they require simultaneous computation 
and communications to be performed by the individual 
processors

• the distribution of the message sizes that are transferred 
between nodes

• sensitivity of the application to message latency

Synchronous applications include clustered databases 
and a large class of complex simulations of discrete 
event systems, particle systems, and lumped/continuous
variable systems. Among these latter applications are
those that were developed to run on parallel processing
supercomputers, such as Massively Parallel Processors
(MPPs), or Symmetrical Multi-Processing (SMP) computers.
Synchronous applications that have already been 
"parallelized" for MPP or SMP can be readily transitioned
to cluster or Grid computing.

All of the application categories described above are
adaptable to either local clusters or geographically 
dispersed Grids. However, local clusters are generally
most appropriate for Synchronous Parallel applications,
while dispersed Grids are generally better suited to EPC
and NEPC applications and some loosely coupled 
synchronous applications.

Although it may appear that relatively few applications
lend themselves to parallel execution, this is not 
necessarily true. In the past, application programmers
have typically implemented the simplest conceptual 
algorithm, which is generally sequential in nature.
However, many of these same problems can also be
solved by using a variety of parallel (or partially parallel)
algorithms. In the future, as cluster/Grid computing
becomes more widely adopted, programmers will be
motivated to maximize their utilization of parallel 
algorithms.

Middleware
Based on the characteristics of the applications that have
been identified, the system architect needs to consider 
the middleware alternatives. The most important decision
is whether to deploy the application on a cluster or on 
a Grid dispersed within a department, campus, or 
enterprise. This decision will typically be based on 
performance goals in conjunction with a number of other
considerations, including system management, security,
and resource sharing policies within the organization.

From a performance perspective, the decision should be
based on an analysis of the implications of a number of
factors:
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IPC Switching Fabric
Grid networks that extend beyond the data center 
generally rely on the enterprise IP LAN/MAN/WAN 
network infrastructure for both internodal data transfers
and interprocess communications. For a campus LAN
Grid, the IP network is typically implemented as a 
multi-tier switched Ethernet network based on Gigabit
Ethernet and 10 Gigabit Ethernet. The network needs to
have sufficient capacity for both Grid and non-Grid traffic
coupled with Quality of Service (QoS) functionality to
provide predictable bandwidth and latency for Grid IPC
communications. The network design should control 
subscription ratios in order to minimize the possibility of
congestion that could result in considerable additional
latency or even packet loss. End-to-end latency for file
transfers and message interchange to remote Grid sites
may also be minimized by extending the QoS-enabled
Ethernet network beyond the campus into the MAN 
and WAN.

For intra-cluster communications, the situation is 
considerably more complex. For a simple cluster, where
the target applications are not very tightly coupled, a 
non-blocking Ethernet switch can provide both access 
to the rest of the network and IPC over TCP/IP as shown
in Figure 2a. During execution of critical parallel 
applications it may be advisable to isolate the cluster 
from the rest of the network (the site LAN) or to enforce
strict policies to limit external traffic that could divert
resources from application execution.

For more tightly coupled applications, it may be 
desirable to consider adding a separate, dedicated IPC
switching fabric possibly based on a technology 
optimized for low latency system interconnect and IPC

(e.g., Infinband, Myrinet, or Quadrics) as shown in
Figure 2b. Maintaining Ethernet connectivity to each
node of the cluster facilitates data transfers to cluster
nodes and allows groups of cluster nodes to participate
in a campus or enterprise Grid whenever this is desirable.

Where application efficiency dictates that each node of
the cluster have access to a shared storage pool, it may 
be desirable to add a SAN switching fabric, such as a
fiber channel switch, as shown in Figure 2c.

IPC over Ethernet
Switched Gigabit Ethernet is an excellent choice for 
simple cluster configurations such as the one shown
Figure 2a. GbE switching has the advantage of being a
highly scalable, very low cost alternative for a switched
IPC fabric. The cost for switch ports and server adapters
is expected to continue to drop rapidly as more enter-
prise desktops continue to migrate to GbE. 1000Base-TX 
supports cable lengths of up to 90m for Cat5e and
1000Base-SX supports cable lengths of over 500m over
multi-mode fiber, which facilitates the configuration 
of large clusters without the added expense of fiber 
optic cabling.

An example of the scalability of GbE switching for 
building large clusters is shown in Figure 3. With this
non-blocking switch configuration, a 1,008-node stand-
alone cluster can be configured with only 9 switch 
chassis and a total of 48 10 GbE inter-switch links 
configured as six trunks of eight IEEE 802.3ad links each.
The switch used in this example is the 14-slot Force10
E1200 switch, which supports up to 672 GbE ports or 
up to 56 10 GbE ports. In this example, the inter-switch
uplinks are slightly under-subscribed (144/160=90%).

Figure 2. Cluster switch fabrics
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Gigabit Ethernet supports system-to-system data transfer
approaching wire speed at ~800 Mbps and send/receive
message latencies on the order of 60 microseconds for
short messages. The send/receive latency (or "ping pong"
latency) is measured as one half the round trip delay
between a message being sent and a reply received (i.e.,
a LOFI measurement). The round trip latency includes the
switch latency (on the order of 10 microseconds in each
direction) and the receive/send latency of the remote host
due to TCP/IP processing and buffer-to-buffer transfers,
both of which typically involve software processes.
Bandwidth and message latency in the cited range are
quite compatible with a wide range of synchronous 
parallel applications that don’t involve very high degrees
of coupling between individual processes. Of the current
Top500 list of the most powerful computers in the world,
over 100 (or >25%) employ Gigabit Ethernet as the pri-
mary cluster interconnect technology, including #25 and
#43 on the list.

As noted above, most of the latency incurred with Ethernet
IPC is due to software processing on the hosts. Another
drawback of network I/O processing in software is that it
results in fairly high CPU utilization during intense network
activity. The usual rule of thumb is that each bit per 
second of TCP/IP bandwidth consumes one Hz of CPU
capacity. Thus, a sustained Ethernet transfer at 800 Mbps
would involve approximately 80% CPU utilization of a 
1 GHz CPU. High CPU utilization can have an impact 

on applications that require high levels of concurrent 
computation and IPC, but is less of a concern when
intense computation and communication do not overlap.

In the future, end–to-end latency for IPC over Ethernet
can be expected to be reduced to approximately the
switch latency cited. This improvement will be achieved
by virtue of a new industry standard for Remote Direct
Memory Access (RDMA) over TCP/IP over Ethernet for
host adapters. RDMA will conserve memory bandwidth
and reduce latency by eliminating kernel interrupts for
copying data between the network buffer pool and
application buffers. RDMA NICS (RNICs) will also great-
ly reduce CPU utilization with the addition of TCP/IP
Offload Engines (TOE), which execute TCP/IP processing
in NIC hardware/firmware rather than in kernel software.

In addition to MPI, RNICs will also support iSCSI and
socket upper layer interfaces, enhancing the role that
switched Ethernet can play as a single "converged" fabric
satisfying the needs of the cluster for IP communications,
IPC, and storage interconnect. A converged fabric can
potentially allow even very high performance clusters 
to be based on a single switching fabric vs. the more
complex and costly approach shown in Figure 2c.

The first GbE RMDA/TOE Ethernet host adapters are
expected to be introduced in the latter half of 2004 
followed by 10 GbE adapters. When the 10GBase-T
standard for 10 GbE over twisted pair is ratified, it is

Figure 3. Gigabit Ethernet cluster with 1,008 nodes
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expected that the first implementations will be RNICs. By
addressing the gamut of data center applications, GbE
and 10 GbE RNICs will reach sufficient volumes to ride
cost reduction curves similar to those previously observed
for Fast Ethernet and conventional GbE NICs.

IPC over InfiniBand, Myrinet, and Quadrics
The InfiniBand Architecture (IBA) is an industry standard
that defines a new high-speed switched fabric subsystem
designed to connect processor nodes and I/O nodes to
form a system area network. InfiniBand is intended to
reduce the I/O complexity of the data center where
servers are often connected to three or four different 
networks. InfiniBand as a unified fabric supports IPC 
as well as I/O interconnects that can be shared among
multiple servers.

InfiniBand switches are typically based on the aggregation
of 24 port crossbar switching chips in "fat tree" configura-
tions. InfiniBand switches support port speeds of 2.5 Gbps
(1X), 10 Gbps (4X), and 30 Gbps (12X). The typical cluster
is currently built using the 10 Gbps (4X) switch ports and
Host Channel Adapters (HCAs). The HCA uses a VAPI 
software interface to IB transport protocols that support
messaging (send/receive) and RDMA read/write without
software intervention in the data transfer path.

Myricom Myrinet is a proprietary switched cluster 
interconnect based on technology originally designed for
Massively Parallel Processors (MPPs). The basic building
block of Myrinet is a 16 port crossbar switch chip that is
assembled in fat tree networks to build larger switches
and switch arrays. Myrinet switches and host adapters
have port speeds of 2 Gbps. Myrinet GM is the low-level
messaging layer that supports send/receive and RDMA

operations. Host interfaces execute ("OS bypass") firmware
to offload protocol processing from the host CPU.

Quadrics QsNet and QsNetII are proprietary system
interconnects stemming from technology that was 
originally developed for use in SMP systems. QsNet and
QsNetII switches are based on fat trees assembled from 
8 port crossbar switch chips with port speeds of 3.2
Gbps and 10.6 Gbps respectively. The QsNet Elan com-
munication interface provides a global virtual address
space by integrating the address spaces of individual
nodes. This allows RDMA transfers directly to and from
each node’s paged virtual memory. The recently intro-
duced QsNetII supports 64 bit virtual memory systems.

Table 1 provides a high level comparison of these three
cluster/system interconnect technologies, including 
some performance comparisons. There are a number 
of similarities among these interconnects: They all use
relatively small crossbar switching chips to build large
standalone switches with internal fat trees. Larger switch
configurations can be assembled using federations of
standalone switches based on external fat tree topolo-
gies. All the switches also use cut-through switching to
minimize switch delays and RDMA to bypass the kernel
to minimize host latency and CPU utilization.

In spite of these similarities, there are a number of signif-
icant differences in the host adapter architectures, which
the benchmarks in Table 1 begin to reveal. Selecting the
best high performance IPC fabric for a particular appli-
cation generally requires a careful analysis of the appli-
cation’s IPC behavior and the system interconnect
switch/adapter architecture in conjunction with the CPU
microprocessor and operating system. As noted earlier,

Benchmark data from J. Liu et al, "Microbenchmark Performance Comparison of High-Speed Cluster Interconnects", IEEE Micro, Feb. 2004 and Quadrics Website for QsNetII

Table 1. Comparison of specialized cluster/system interconnects

Mellanox InfiniBand Myricom Myrinet Quadrics QsNet Quadrics QsNetII

24 port 16 port 8 port 8 port

Fat tree Fat tree Fat tree Fat tree

10m copper 10m copper 10m copper 10m copper
200m fiber 100m fiber

144 ports/10 RU 128 ports/9 RU 128 ports 128 ports

PCI-X PCI-X 64 bit PCI 2.1 PCI-X

2.5, 10, 30 Gbps 2 Gbps 3.2 Gbps 10.6 Gbps

6.6 Gbps 1.88 Gbps 2.5 Gbps 6.4 -7.2 Gbps
(10 Gbps ports)

3% 6% N/A N/A

7.8 microseconds 6.5 microseconds 2 microseconds 1.2 microseconds

15 microseconds 32 microseconds 15 microseconds N/A

Crossbar chip

Switch topology

Max cable length (Switch to host)

Max size stand-alone switch

Host adapters

Port speeds

Throughput large messages >64 Byte

CPU utilization at max throughput

Send/Receive latency 16 Byte message

Send/Receive latency 4 Byte message
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this detailed analysis can be supplemented with pub-
lished benchmark data and verified by benchmarking key
applications on a small pilot cluster.

An examination of the Top500 list shows that all three 
of the cluster interconnects have been used successfully
to build very high performance systems and clusters.
Myrinet is used by 39% of the Top500 list published in
November 2003. Quadrics is employed by six computers
in the top 10 spots on the same list, including the 
4,096 processor ASCI-Q at #3. InfiniBand is a relative
newcomer to the list, but provides the interconnect for
the Virginia Tech cluster of 1,100 Macintosh computers.

Full fat tree switch configurations for large clusters involves
a large number of switch chassis and a considerable
amount of cabling, as illustrated in Figure 4, which shows
a typical topology for a 1,024 node cluster build using a
total of 24 node and top switches with 128 ports each.
This configuration uses the same bandwidth for all the
links resulting in a total of 964 inter-switch links.

InfiniBand, Myrinet, and Quadrics all offer advantages
over GbE in terms of bandwidth, latency, and CPU 
utilization. However, due to the relatively small scale
crossbar chip building blocks, large switches can involve
considerable complexity in terms of intra-enclosure 
interconnect, the number of switch chassis required, and
the cabling required for chassis interconnect. Therefore,
the selection of the IPC fabric is yet another case where
the target application’s characteristics will dictate the
appropriate trade-off between performance and 
complexity/cost.

Building the Ethernet Network 
for Clusters and Grids

As noted in earlier sections of this document, cluster 
and Grid applications are probably more dependent 
on network performance characteristics than any other
enterprise application. Elapsed time to run large HPC
batch applications may be fairly long (up to hours or
days), requiring the network to deliver consistently high
performance and non-stop availability over long time
periods. Therefore, designing Ethernet networks for 
cluster and Grid computing involves selection of the
Ethernet switch/routers that have the performance and
robustness features that can provide the optimum 
environment for successful execution of the distributed
applications. Among the more critical requirements for
switch/routers are the following:

Interface Density and Scalability: Switch/routers
should be capable of supporting large numbers of GbE
and 10 GbE interfaces in compact enclosures. High 
density switching simplifies network design, makes 
efficient use of scarce rack space, and minimizes the
cost and complexity of interconnecting and managing
multiple switch chassis in the data center or across 
the enterprise LAN/MAN. Scalable switch/routers are
engineered to accommodate subsequent generations 
of technology (such as 40 Gbps or 100 Gbps Ethernet)
without radical architectural changes or forced 
obsolescence of earlier generation systems.

Non-blocking Switch Architectures: Switch/routers
should support full line-rate, non-blocking packet 
forwarding performance even when the chassis is fully
populated with the densest interface cards available. 
For cluster networks (and many Grid networks)
switch/router configurations that over-subscribe the
uplink switch ports have very limited applicability
because of the additional latency that results from port
congestion. Non-blocking architectures also provide the
most consistent and predictable performance possible,
irrespective of traffic patterns. Furthermore, non-blocking
line-rate packet forwarding performance should not be
compromised even with all Layer 3 services enabled,
including the full range of traffic management/control
and QoS services supported by the device.

Integrated L2 Switching and L3 Routing: Integrating
Layer 2 switching and Layer 3 routing in a single
switch/router device simplifies the network topology by
reducing the number of systems and network interfaces

Figure 4. Typical switch federation supporting 1,024 nodes
with 128 port switches
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that must be deployed to implement multi-tiered network
designs. In addition to providing robustness for large 
network designs, Layer 3 routing allows optimum load
balancing using Equal Cost Multi-Path (ECMP) routing 
of traffic over the redundant paths that are prevalent in
highly meshed networks designed for the combination 
of highest performance and maximum availability.

QoS: Because of its sensitivity to throughput and latency,
it may be desirable to provide the highest level of priority
for critical cluster/Grid traffic, such as MPI or other IPC
traffic. QoS may be based on packet identification/classifi-
cation using TCP port number or end system packet mark-
ing using the IEEE 802.1p or IP DiffServ specifications.
QoS may be enforced by providing strict priority to clus-
ter/Grid traffic, in conjunction with enforcing policies for
rate limiting /policing other sources of traffic.

Robustness and High Availability: The switch/router
should provide non-stop operations even in the face of
the full gamut of soft or hard errors that can possibly
occur. Basic high availability features include full hard-
ware redundancy for all major subsystems, including 
control plane/management modules, switch fabric, 
power, and cooling. Additional robustness is provided by
software resiliency features that allow protocol upgrades
and restarts without interrupting traffic flow. Network
resiliency features include support for 802.3ad Layer 2 link
redundancy and trunking and Layer 3 path redundancy 
to allow the implementation of highly fault tolerant 
networks. Additional software robustness can be added by
modularization of the control plane to isolate the effects
of soft failures. Security features should be available to
help protect the system from unauthorized access or
denial of service attacks.

Designing Ethernet Networks 
for Clusters and Grids

Single-switch Clusters
The simplest type of cluster network is built using a 
single, high-availability Gigabit Ethernet switch/router 
as the cluster interconnect, as shown in Figure 5. In this
simple configuration, all the server ports are configured to
be in the same port-based VLAN/subnet with all server-to-
server traffic switched at Layer 2. For connectivity to the
site general-purpose campus LAN, the uplinks would 
generally be configured for Layer 3 routing to maximize
the degree of control over the traffic between the cluster

and the rest of the network. Layer 3 extended ACLs, rate
limiting, and policing can all be enabled on the Layer 3
interface to further control access to the cluster.

The maximum size of a single-switch Ethernet cluster 
is determined by the non-blocking port capacity of the
switch. Switch/routers in the current generation of ship-
ping products optimized for GbE and 10 GbE switching
(e.g., the Force10 E1200), can provide single-switch
cluster interconnect for over 600 GbE connected servers
while simultaneously supporting two 10 GbE links to 
the site backbone.

Large Clusters
Much larger clusters can be built using meshes of 
"federated" Ethernet switches that are configured in 
non-blocking, Constant Bi-sectional Bandwidth (CBB)
topologies. For example, Figure 6 shows a simple 
two-tier CBB cluster network topology that can be
scaled to support thousands of cluster nodes while 
continuing to provide high bandwidth connectivity to
the rest of the network. In this configuration, CBB is
achieved when the aggregate uplink bandwidth is equal
or greater than the aggregate nodal bandwidth on each
access switch and the uplinks are evenly distributed
among the non-blocking core switches. Even larger 
clusters can be constructed by adding more levels to 
the tree structure.

Figure 5. Single-switch Ethernet cluster
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One of the advantages that Ethernet offers for very large
clusters is its support for a wide range of physical media
and cable lengths as listed below:

• 1000Base-T for distances up to 90m over Cat5e cable
• 1000Base-SX for distances up to 550m over 

multi-mode fiber
• 1000Base-LX for distances up to 10km over 

single-mode fiber
• 1000Base-ZX for distances up to 80km over 

single-mode fiber
• 10GBase-CX4 for distances up to 15m over 

twinax copper
• 10GBase-SR for distances up to 85m over 

multi-mode fiber
• 10GBase-LR/LW for distances up to 10km over 

single-mode fiber LAN/WAN PHY
• 10Gbase-ER/EW for distances up to 40km over 

single-mode fiber LAN/WAN PHY
• 10Gbase-ZR/ZW for distances up to 80km over 

single-mode fiber LAN/WAN PHY

For large multi-switch clusters, the servers on each cluster
access switch are configured to belong to a single port-
based VLAN with Layer 2 switching enabled to provide
connectivity among directly attached servers. The uplink
ports that provide connectivity to the core, and the core
switches themselves, are configured for Layer 3 routing.

Routing is required because the core of the cluster is
characterized by numerous parallel paths that need to
load share effectively in order to provide non-blocking
connectivity to each node switch. Layer 3 routing 
supports Equal Cost Multi-Path (ECMP) routing that 
provides superior load sharing and path recovery 
capabilities compared to Layer 2 protocols such as 
spanning tree protocol.

Ethernet Grid Networks
Figure 7 provides an example of a multi-tiered campus
Grid network built with Ethernet switch/routers 
optimized for high-density GbE and 10 GbE switching.
The design is similar to the familiar L2/L3 model for
switched Ethernet campus networks. This example 
further illustrates how Ethernet can provide a single,
homogeneous switching solution not only for cluster
interconnect, but also to allow the cluster to participate
in a broader campus or enterprise Grid structure.

The core of the campus LAN is based on a meshed
Layer 3 switch/routing over 10 GbE links or trunks.
Desktop computers and workstations are connected to
the campus Grid infrastructure via GbE connections to
Layer 2/Layer 3 access/distribution switches at each 
campus site. Server farms outside of the cluster are 
connected via GbE, GbE trunks, or 10 GbE links to

Figure 6. Large Ethernet cluster using meshed switches
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Layer2/Layer 3 server site switches. Ethernet connectivity
to remote sites participating in the Grid may also be 
provided over the MAN and WAN by 10 GbE over dark
fiber, multiple 10 GbE links over CWDM/DWDM over
dark fiber, or by telecommunications services that 
support 10 GbE interfaces.

Some modifications of existing general purpose campus
LANs are generally required in order to maximize the 
predictability of the service level delivered to Grid traffic.
The basic goal should be to give high priority to general
Grid traffic, while ensuring that IPC traffic and other 
more critical Grid traffic does not incur any added 
latency by spending time queued up in a buffer behind
less critical traffic.

The first consideration would be to ensure that the 
network has sufficient capacity for the incremental traffic
expected due to the Grid applications. This may involve 
a reduction of the over-subscription ratio in the network
segments that serve critical Grid resources. Once this
has been done, the network designer can exploit the
QoS capabilities of the modern Ethernet switch to priori-
tize critical Grid traffic. Some of the tools available
include:

Priority Queuing: With priority queuing, the forwarding
capacity of a congested port is immediately allocated to
any high priority traffic that enters the queue. Therefore,
with priority queuing, the only traffic that can delay 
critical Grid traffic is other Grid traffic already in the

Figure 7. Campus Grid network based on Ethernet switching
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queue. The probability of this form of congestion 
occurring can be minimized by proper adjustment 
of the over-subscription ratio.

Rate Limiting and Policing: One way to help control
the effects of over-subscription is to use ACLs, rate-limiting,
and policing to limit the amount of lower priority traffic
that can enter the backbone or other segments of the 
network that are critical to the delivery of Grid traffic.

Weighted Random Early Discard (WRED): Packet loss
can be essentially eliminated if buffers are never allowed
to fill to capacity with resulting overflows. Overflows can
be avoided by applying WRED to the lower priority traffic
as the buffer fills beyond specified levels. This eliminates
the possibility of high priority packets arriving at a buffer
that is already overflowing with lower priority packets.

Conclusion/Summary

Ethernet continues to evolve as a highly cost-effective 
and flexible technology with which to build computer
clusters, campus Grid networks, Grids-of-clusters, and
extended multi-site Grids. The high volume of Ethernet
products continues to spur rapidly declining prices and a
constant stream of enhancements/innovations including
RDMA/TOE-capable NICs, 10GBase-T for 10 GbE over
twisted pair, and the next generation of Ethernet at 40 or
100 Gbps.

For tightly coupled synchronous applications that are
highly sensitive to data transfer bandwidth, message 
latency, and CPU utilization, a number of specialized
cluster/system interconnect technologies are available to
play a complementary role to Ethernet for building very
high performance systems and clusters. While these 

technologies may be required within the cluster, Ethernet
will still be the obvious choice for connecting these 
clusters within larger Grid networks.

However, the majority of parallel and more general 
Grid applications, including most of the cluster and 
Grid applications that are likely to be deployed by 
commercial enterprises, are very well served by the 
performance characteristics of Ethernet as the cluster/
Grid interconnect. The broad applicability of Ethernet as
a cluster/Grid interconnect technology is demonstrated
by the fact that over 100 of the Top500 list of the most
powerful computers in the world are clusters that use
Gigabit Ethernet for inter-processor connectivity.

In the future, Ethernet end-to-end data transfer 
bandwidths, message latencies, and CPU utilization 
will improve dramatically primarily due to NIC 
enhancements, with the prices of each generation of
product expected to decline rapidly as these products
reach volume production. These enhancements are
expected to improve the overall performance of existing
Ethernet clusters/Grids, plus help stimulate the adoption
of cluster/Grid technology by a broader range of 
commercial enterprises.

Appendix A: 
Overview of E-Series Switch/Routers

The E-Series family of switch/routers has been designed
from the outset to deliver full-functioned Layer 2 
switching and Internet-scale Layer 3 routing for the next
generation of LANs, MANs, and WANS. These networks
require very high densities of Gigabit and 10 Gigabit
interfaces along with flawless, non-blocking, wire-speed
performance. The E-Series is the only family of modular

E300 E600 E1200

6 7 14

1/6 19" rack 1/3 19" rack 1/2 19" rack

400 Gbps/196 Mpps 900 Gbps/500 Mpps 1.68 Tbps/1 Bpps

288 366 672

144 336 672

12 28 56

# of user slots

Chassis size

Performance

100/1000Base-T ports

SPF Optical GbE ports

10 GbE LAN/WAN ports

Note: Force10 also offers Packet over SONET/SDH (PoS) interfaces from OC-3c/STM-1c to OC-192c/STM-64c

Table A1. Size, performance, and port densities of E-Series switch/routers
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switch/routers designed specifically for high density 
10 GbE switching that offers customers a choice of 
chassis/slot combinations as shown in Table A1.

The E-Series of switch/routers uses a Virtual Output
Queue crossbar switching architecture with ASIC-based
distributed packet processing to deliver aggregate 
forwarding performance of up to 1 Bpps. The switch 
fabric provides 1.68 Tbps of aggregate non-blocking
switching capacity along with support for advanced 
queuing, multicast, and jumbo frames. The fabric 
provides 56.25 Gbps of full-duplex bandwidth to each
line card slot. This ensures full line-rate performance 
on up to 672 GbE ports or 56 10 GbE ports in a single 
E-Series chassis.

The Force10 forwarding ASICs on every line card 
provides predictable, hardware-based distributed packet
processing with the full Forwarding Information Base 
(FIB) replicated on every line card. In contrast with flow
cache-based Layer 2/3 switch architectures, the E-Series 
is never forced to rely on "slow-path" or software-based
forwarding as new flows are initiated.

The classification ASICs, along with advanced Ternary
Content Addressable Memories (TCAM), allow line-rate
lookups within Layer 2 and Layer 3 forwarding tables.
The classification ASICs on the ingress line card perform
on-the-fly line-rate lookups of ACL entries for destination,
policy, and Quality of Service (QoS) mappings. This 
parallelization of packet forwarding and classification
processes allows the E-Series to provide line-rate L2/L3
forwarding performance independent of table lengths, IP
address prefix lengths, or packet size — even when all
ACL, QoS, and other features are enabled.

The basic design philosophy behind the E-Series has been
to maximize the robustness and stability of the platform
even at the risk of over-specifying system parameters. For
example, the E-Series supports:

• 80K Layer 2 and Layer 3 ACLs per line card
• Large packet buffers on ingress 10 GbE LAN and 

WAN ports capable of buffering up to 200 milliseconds
of line-rate traffic with additional buffering in the 
switch fabric

• Up to 384K IP routes per line card, when the 
current number of Internet routes is currently 
approximately 150K

• Up to 1.4 million MAC addresses per system
• Ability to maintain full forwarding performance even 

with all Layer 2 and Layer 3 features enabled

• Dedicated control channels with 100 Mbps of 
capacity between the RPM and the microprocessors 
on each line card

• 56 Gbps of full-duplex bandwidth from each line 
card slot to the switch fabric, when the current 
maximum port capacity per card is 48 Gbps 
(48 Gigabit Ethernet ports)

• Switch fabric capacity of 1.68 Tbps, when the 
current maximum system port capacity is 672 Gbps 
(or 1.34 Tbps full duplex for a loaded E1200 with 
672 Gigabit Ethernet ports)

• 5 Tbps fully passive copper backplane offering over 
330 Gbps per line card slot and therefore a seamless 
transition to 100 Gigabit Ethernet without forklift 
upgrading of the chassis or backplane

Appendix B: 
Examples of Ethernet Cluster/Grids
Based on the Force10 E-Series
Switch/Routers

The Force10 E-Series switch/router is truly a next 
generation device, specifically designed to meet the
challenges of providing highly robust non-blocking Layer
2 switching and Layer 3 Internet routing with scalability
into the multi-Tbps range within a single chassis. 
With its combination of robustness, scalability, and 
performance, the Force10 E-Series has been deployed 
in a larger number of cluster/Grid networks than any
other product family of GbE/10 GbE switch/routers.

Among the many organizations that have optimized 
their clusters and Grids with E-Series switch/routers are
the following:

TeraGrid
Sponsored by the National Science Foundation (NSF),
the TeraGrid project is a multi-institutional effort to build
and deploy the world’s most comprehensive computing
infrastructure for open scientific research. The NSF
TeraGrid project uses a dedicated 40 Gbps wide area
backbone to interconnect computers, storage facilities,
visualization systems, and applications among multiple
TeraGrid sites to create the most comprehensive open
Grid computing environment in the United States.
TeraGrid sites include the National Center for
Supercomputing Applications (NCSA), Argonne 
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National Laboratory (ANL), the Center for Advanced
Computing Research (CACR) at the California Institute 
of Technology, and the San Diego Supercomputer 
Center (SDSC).

All of the TeraGrid sites listed have deployed Force10’s 
E-Series switch/routers to provide Gigabit Ethernet-
attached Linux cluster interconnect as well as 10 GbE
interconnections among clusters dispersed over the site 
or throughout the TeraGrid.

NASA
The Goddard Space Flight Center's Earth and Space 
Data Computing Division (ESDCD) provides the science
community with access to state-of-the-art high-performance
computing and mass storage systems, networking, and
information systems technologies. Using these facilities,
NASA-supported scientists can increase their understanding
of the Earth, the solar system, and the universe through
computational modeling and processing of space-borne
observations. To perform the simulations and computational
models, scientists need access to very high super-
computing performance.

A cost-effective approach to achieving that capability is 
to interconnect several stand-alone HPC clusters together
across a relatively inexpensive, very high performance
Ethernet LAN to create an extended cluster or "Grid of
clusters." The ESDCD "Grid of clusters" is implemented
using the Force10 E300 switch/router to provide the
robust Ethernet LAN connectivity required.

Veritas
Veritas DGC offers a comprehensive suite of integrated
geophysical services to the oil and gas industry, 
including seismic survey planning and design, seismic
data acquisition, data processing, data visualization, 
data interpretation, and reservoir characterization. 
Veritas DGC combines its innovations in seismic data 
and exploration techniques with advances in information
technology to provide its customers with the information
they need to develop gas and oil resources. With four

state-of-the-art data visualization centers, Veritas DGC
offers multi-disciplinary exploration teams the ability to
display and interactively manipulate large volumes of
complex 3D seismic data and many different types of
geoscientific data.

Veritas DGC has deployed the Force10 E1200 in its 
data processing centers to build advanced clusters 
that provide high fidelity imaging solutions, enabling
customers to better enhance drilling and production 
success worldwide. The E1200 provides scalability that
will enable Veritas DGC to expand its exploration services
and enable advanced new applications for analyzing
data. The E1200’s resiliency guarantees the predictable
network performance required to provide its suite of
integrated geophysical services on a worldwide scale.

PGS
Petroleum Geo-Services (PGS) is an oil field services
company with headquarters in Norway and Houston,
Texas. PGS collects and analyzes marine seismic data,
enabling oil companies to locate new fields and discover
better ways of extracting oil from existing ones. PGS
operates more than 12 seismic vessels, has four floating
production systems and maintains eight seismic data
processing centers to provide marine seismic data,
onshore surveying, and oil and gas production services.
Leveraging its cluster computing and storage resources,
PGS processes 3D and 4D seismic data, 4D reservoir
imaging, and reservoir characterization studies to better
explore the world’s oil resources.

PGS has deployed the E-Series to provide the backbone
of its UK data center interconnecting massive storage
facilities with its high performance cluster network. 
With the Force10 E600 in the backbone, PGS is running
existing applications up to six times faster, significantly
reducing the time it takes to process comprehensive 
data analysis. Improved data center reliability and 
performance will enable the future deployment of 
more advanced algorithms to process seismic data.


